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Hypotheses

We have three major hypotheses:

1) By capturing and aggregating users’ preferences, the proposed scheduling process will be more efficient than existing popular methods.

Data collected from our field experiment indicate that there are in general two approaches to initiate the scheduling process.  In the first, more popular method, a group member initiates an e-mail thread by offering several time slots based on her/his own schedule and a guess of other members’ availabilities.  If the suggested slots are accommodating and flexible enough, one of the slots or part of a slot will become the winner after all members have contributed to the e-mail thread.  However, if all the suggested slots are bad for one person, the group may have to start another round of negotiation.

In the second approach, a proactive member initiates the scheduling by asking all members to send the initiator their available time slots.  If lucky enough, the initiator will be able to find a commonly acceptable slot or two.  Otherwise, the initiator has to repeat the same process or switch to the first approach.  This renegotiation, as well as the time required to manually collect preferences and optimize based on them, adds a degree of overhead to the scheduling process.

Providing an aggregated calendar of preferences, the proposed scheduling application will suggest time slots that are likely to be accepted by all members, thus reducing or eliminating the extra rounds of negotiation and saving the coordinator the time and effort of gathering this information. Further, we can exploit patterns in users’ schedules, such as recurring time commitments, to start the scheduling process with prior knowledge, reducing the “start-up cost” of building preferences for a specific meeting. As a result, it is not necessary for users to maintain complete calendars with this system; as a matter of consequence users will provide just enough information to guide the system into choosing the best time for them.
2) By responding to user preferences dynamically, and by reducing the cognitive load of group scheduling for users, the proposed scheduling application will be less frustrating and perceived more positively than other methods.

The level of frustration caused by lengthy e-mail negotiations cannot be underestimated.  Reducing or eliminating extra e-mail exchanges, the proposed scheduling application will allow group members to perceive the scheduling process as smooth and pleasant.

3) By dynamically optimizing behind the scenes, this scheduling process will be more likely to choose meeting times everyone is happy with. 
We believe that subtle preferences are more likely to be discovered if users don’t perceive that they are inconveniencing the coordinator by expressing them. Provided that we can make it easy to express these preferences, users are more likely to be fully open with the computer. Because the options on the table are automatically adjusted as each user responds, the cost of “suggesting” a new meeting time not previously being considered diminishes. Additionally, this process is potentially more democratic since the role of the coordinator as arbitrator is diminished.
Evaluation Plan

Stage I:  We conducted a field experiment followed by focus group meetings to set the benchmark for the project.  Students from an introductory computer science class signed up individually for the study.  They were then randomly assigned to five groups of four members each and told to work with each other within groups to schedule a focus group meeting with the experimenters.  Only three groups came up with their final meeting times; the other two groups have never contacted the experimenters since they signed up.  Two students dropped out of their respective groups in the middle of the process, and one student was added to a three-member group.  There might be many reasons for the loss of participants, but we think the frustration of the scheduling process may have contributed the most.

Before the focus group meetings, participants filled out an online questionnaire to evaluate their satisfaction with the final meeting time.  The same questionnaire also asked about their affective experiences during the scheduling process.  Finally, each member was asked to evaluate his or her group as a whole.  The data are still to be cleaned and analyzed.
Another incident occurred after one of the three groups failed to reach an agreement by the given deadline and most importantly, by the only possible meeting time.  One person was so frustrated and decided to withdraw.  This group thus never met; they filled out the questionnaire nonetheless.

The two groups we met with offered some first-hand information about the use of electronic calendar and scheduling groupware by college students.  They also provided some insightful suggestions to our proposed application.

Stage II:  We plan to use students from an introductory communication class to run a two-condition field experiments to compare the proposed application prototype with evite.
 Students will be asked to sign up individually with the experimenters.  They will then be randomly assigned to groups of four.  Half of the groups will use the prototype, while the other half will use evite.

Participants in groups using the prototype will first e-mail the experimenters their weekly schedules.  The experimenters will record the calendars in prototypes based on group memberships.  The prototype (a spreadsheet; see below) will be forwarded between users as they update their meeting time preferences. Once everybody has settled on a time, a notice will be sent to the group about the final meeting time.  The group will notify the experimenters upon finishing the task.

For the evite condition, participants will first be asked to register on evite if they have not done so.  Once registered, they will be told to share with the group their e-mail addresses registered on evite, and then schedule a meeting with the experimenters during Dead Week using evite’s “Let Guests Suggest a Time and Date” feature.  

Upon finishing the scheduling process, all participants will be asked to fill out the same questionnaire used in Stage I.  Short focus group meetings will be held at the times chosen by the groups.  Again, what will be measured will include 1) the time and effort spent on scheduling, 2) satisfaction level with the final meeting time, 3) affective evaluations of the scheduling process and the group.

Current Prototype

The focus of our prototype is on the scheduling negotiation rather than the whole interaction. As such, we are ignoring the initial setup steps and focusing on the process of refining the system’s model of users’ preferences.
The prototype takes the form of an Excel workbook. Each worksheet contains a grid of the following week for a user to mark his or her preferences. Each cell in this grid can be marked with one of the following labels using a custom toolbar:
1. Works Great: This is one of the best times for me.

2. Is OK: I could come, but there are other times that work better.

3. Rather Not: I’d rather not do it then but I could come if I had to.

4. Can’t Make It: There is no way I can meet then.
We expect users to start off labeling their firm time commitments with one of the latter two categories. When a user receives a workbook in some negotiation state, the application has suggested five times that it thinks are optimal. The user can respond by coloring cells in and near the proposed time. For instance, if the user would prefer to shift it half an hour forward or back, he/she can color one of the cells Rather Not or Works Great. If the user would like to propose another time, he/she can mark a block of cells Works Great; if it is likely to be accepted by the group, the system will make this one of the proposed options. Upon making any change, the system automatically re-computes the best options, so the user can ensure that the proposed times are acceptable before forwarding the workbook on to the next user.
Further Development

We may not be able to execute all by the end of this quarter, but these are some important features we want to add to the prototype:

· Some sort of graphical or other elements that would elicit some social pressure so that people will respond promptly upon receiving a notification from the initiator.  Some people from Stage I complained about the lack of social pressure for people to act quickly to scheduling-related e-mail messages.  A student even admitted how he behaved badly by waiting till the last minute to respond, largely due to the fact that he did not know any of the other three students.

· Privacy protection mechanism that allows users to restrict unauthorized meeting initiators to speculate one’s available times by looking at the aggregated calendar or suggested available slots.

· An algorithm to offer incentive to initiators and early responders.  When there is a potential tie of two or more slots, the weight of the initiator’s preferences will be increased.  Also, the initiator may offer a time window after which the weights of responders’ preferences will be gradually reduced as the deadline approaches.

· An algorithm to encourage the use and update of online calendars.  A couple of students commented during our Stage I focus group meeting that incentives should be provided to those who use online calendars to facilitate group meeting scheduling.  We think it is important to accommodate students without electronic calendars, but it is equally important to provide all students a good platform for meeting scheduling.  This platform cannot be non-electronic especially when the group size is relatively big.

Related Work
Group scheduling in and of itself is certainly not a novel idea. [1] identifies challenges in developing effective groupware that may explain why group scheduling solutions tend to fail unless backed by a strong organizational force. In particular, he cites disparity in work and benefit and the resulting Prisoner’s dilemma problem as barriers to widespread use of groupware. We attempt to address these concerns by lowering the amount of work required so that users need not maintain their entire calendar online to benefit, and by making it to each user’s advantage to respond quickly to a meeting request. But [3] demonstrates that users are willing to share a great deal of information about their extended availability and schedules with colleagues because they gain better scheduling information and can therefore choose better times to meet.
A handful of researchers have demonstrated it possible to represent users’ availability probabilistically. [2] used a Bayesian network to forecast a user’s presence and availability, based on calendar information, sensors at his/her desk, and the location of various mobile devices. [4] also used Bayesian networks to estimate the likelihood of a user attending a given meeting based on empirical evidence about which meetings he/she attends, hoping to improve group calendar accuracy. However, both operated within the relatively structured domain of an office environment, and as far as we know no one has yet applied probabilistic methods to highly erratic student schedules.
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